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Invariant visual representation by single neurons in

the human brain

R. Quian Quiroga"?t, L. Reddy', G. Kreiman®, C. Koch' & I. Fried>*

It takes a fraction of a second to recognize a person or an object
even when seen under strikingly different conditions. How such a
robust, high-level representation is achieved by neurons in the
human brain is still unclear'. In monkeys, neurons in the upper
stages of the ventral visual pathway respond to complex images
such as faces and objects and show some degree of invariance to
metric properties such as the stimulus size, position and viewing
angle™*’"'">, We have previously shown that neurons in the human
medial temporal lobe (MTL) fire selectively to images of faces,
animals, objects or scenes'>'*. Here we report on a remarkable
subset of MTL neurons that are selectively activated by strikingly
different pictures of given individuals, landmarks or objects and
in some cases even by letter strings with their names. These results
suggest an invariant, sparse and explicit code, which might be
important in the transformation of complex visual percepts into
long-term and more abstract memories.

The subjects were eight patients with pharmacologically intract-
able epilepsy who had been implanted with depth electrodes to
localize the focus of seizure onset. For each patient, the placement of
the depth electrodes, in combination with micro-wires, was deter-
mined exclusively by clinical criteria'®. We analysed responses of
neurons from the hippocampus, amygdala, entorhinal cortex and
parahippocampal gyrus to images shown on a laptop computer in 21
recording sessions. Stimuli were different pictures of individuals,
animals, objects and landmark buildings presented for 1 s in pseudo-
random order, six times each. An unpublished observation in our
previous recordings was the sometimes surprising degree of
invariance inherent in the neuron’s (that is, unit’s) firing behaviour.
For example, in one case, a unit responded only to three completely
different images of the ex-president Bill Clinton. Another unit (from
a different patient) responded only to images of The Beatles, another
one to cartoons from The Simpson’s television series and another one
to pictures of the basketball player Michael Jordan. This suggested
that neurons might encode an abstract representation of an individ-
ual. We here ask whether MTL neurons can represent high-level
information in an abstract manner characterized by invariance to the
metric characteristics of the images. By invariance we mean that a
given unit is activated mainly, albeit not necessarily uniquely, by
different pictures of a given individual, landmark or object.

To investigate further this abstract representation, we introduced
several modifications to optimize our recording and data processing
conditions (see Supplementary Information) and we designed a
paradigm to systematically search for and characterize such invariant
neurons. In a first recording session, usually done early in the
morning (screening session), a large number of images of famous
persons, landmark buildings, animals and objects were shown. This
set was complemented by images chosen after an interview with the

patient. The mean number of images in the screening session was
93.9 (range 71-114). The data were quickly analysed offline to
determine the stimuli that elicited responses in at least one unit
(see definition of response below). Subsequently, in later sessions
(testing sessions) between three and eight variants of all the stimuli
that had previously elicited a response were shown. If not enough
stimuli elicited significant responses in the screening session, we
chose those stimuli with the strongest responses. On average, 88.6
(range 70-110) different images showing distinct views of 14 indi-
viduals or objects (range 7-23) were used in the testing sessions.
Single views of random stimuli (for example, famous and non-
famous faces, houses, animals, etc) were also included. The total
number of stimuli was determined by the time available with the
patient (about 30 min on average). Because in our clinical set-up the
recording conditions can sometimes change within a few hours, we
always tried to perform the testing sessions shortly after the screening
sessions in order to maximize the probability of recording from the
same units. Unless explicitly stated otherwise, all the data reported in
this study are from the testing sessions. To hold their attention,
patients had to perform a simple task during all sessions (indicating
with a key press whether a human face was present in the image).
Performance was close to 100%.

We recorded from a total of 993 units (343 single units and 650
multi-units), with an average of 47.3 units per session (16.3 single
units and 31.0 multi-units). Of these, 132 (14%; 64 single units and
68 multi-units) showed a statistically significant response to at least
one picture. A response was considered significant if it was larger
than the mean plus 5 standard deviations (s.d.) of the baseline and
had at least two spikes in the post-stimulus time interval considered
(300-1,000 ms). All these responses were highly selective: for the
responsive units, an average of only 2.8% of the presented pictures
(range: 0.9-22.8%) showed significant activations according to this
criterion. This high selectivity was also present in the screening
sessions, where only 3.1% of the pictures shown elicited responses
(range: 0.9-18.0%). There was no significant difference between the
relative number of responsive pictures obtained in the screening and
testing sessions (¢-test, P = 0.40). Responses started around 300 ms
after stimulus onset and had mainly three non-exclusive patterns of
activation (with about one-third of the cells having each type of
response): the response disappeared with stimulus offset, 1s after
stimulus onset; it consisted of a rapid sequence of about 6 spikes
(s.d. = 5) between 300 and 600 ms after stimulus onset; or it was
prolonged and continued up to 1s after stimulus offset. For this
study, we calculated the responses in a time window between 300 and
1,000 ms after stimulus onset. In a few cases we also observed cells
that responded selectively only after the image was removed from
view (that is, after 1s). These are not further analysed here.
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Figure la shows the responses of a single unit in the left posterior
hippocampus to a selection of 30 out of the 87 pictures presented to
the patient. None of the other pictures elicited a statistically signifi-
cant response. This unit fired to all pictures of the actress Jennifer
Aniston alone, but not (or only very weakly) to other famous and
non-famous faces, landmarks, animals or objects. Interestingly, the
unit did not respond to pictures of Jennifer Aniston together with the
actor Brad Pitt (but see Supplementary Fig. 2). Pictures of Jennifer
Aniston elicited an average of 4.85 spikes (s.d. = 3.59) between 300
and 600 ms after stimulus onset. Notably, this unit was nearly silent
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during baseline (average of 0.02 spikes in a 700-ms pre-stimulus time
window) and during the presentation of most other pictures
(Fig. 1b). Figure 1b plots the median number of spikes (across trials)
in the 300-1,000-ms post-stimulus interval for all 87 pictures shown
to the patient. The histogram shows a marked differential response to
pictures of Jennifer Aniston (red bars).

Next, we quantified the degree of invariance using a receiver
operating characteristic (ROC) framework™. We considered as the
hit rate (y axis) the relative number of responses to pictures of a
specific individual, object, animal or landmark building, and as
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Figure 1| A single unit in the left posterior hippocampus activated
exclusively by different views of the actress Jennifer Aniston.

a, Responses to 30 of the 87 images are shown. There were no statistically
significant responses to the other 57 pictures. For each picture, the
corresponding raster plots (the order of trial number is from top to bottom)
and post-stimulus time histograms are given. Vertical dashed lines indicate
image onset and offset (1s apart). Note that owing to insurmountable
copyright problems, all original images were replaced in this and all
subsequent figures by very similar ones (same subject, animal or building,
similar pose, similar colour, line drawing, and so on). b, The median

False positive rate

responses to all pictures. The image numbers correspond to those in a. The
two horizontal lines show the mean baseline activity (0.02 spikes) and the
mean plus 5s.d. (0.82 spikes). Pictures of Jennifer Aniston are denoted by
red bars. ¢, The associated ROC curve (red trace) testing the hypothesis that
the cell responded in an invariant manner to all seven photographs of
Jennifer Aniston (hits) but not to other images (including photographs of
Jennifer Aniston and Brad Pitt together; false positives). The grey lines
correspond to the same ROC analysis for 99 surrogate sets of 7 randomly
chosen pictures (P < 0.01). The area under the red curve is 1.00.
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the false positive rate (x axis) the relative number of responses to
other pictures. The ROC curve corresponds to the performance of a
linear binary classifier for different values of a response threshold.
Decreasing the threshold increases the probability of hits but also of
false alarms. A cell responding to a large set of pictures of different
individuals will have a ROC curve close to the diagonal (with an area
under the curve of 0.5), whereas a cell that responds to all pictures of
an individual but not to others will have a convex ROC curve far from
the diagonal, with an area close to 1. In Fig. 1c we show the ROC
curve for all seven pictures of Jennifer Aniston (red trace, with an area
equal to 1). The grey lines show 99 ROC surrogate curves, testing
invariance to randomly selected groups of pictures (see Methods). As
expected, these curves are close to the diagonal, having an area of
about 0.5. None of the 99 surrogate curves had an area equal or larger
than the original ROC curve, implying that it is unlikely (P < 0.01)
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that the responses to Jennifer Aniston were obtained by chance. A
responsive unit was defined to have an invariant representation if the
area under the ROC curve was larger than the area of the 99 surrogate
curves.

Figure 2 shows another single unit located in the right anterior
hippocampus of a different patient. This unit was selectively acti-
vated by pictures of the actress Halle Berry as well as by a drawing of
her (but not by other drawings; for example, picture no. 87). This
unit was also activated by several pictures of Halle Berry dressed as
Catwoman, her character in a recent film, but not by other images of
Catwoman that were not her (data not shown). Notably, the unit was
selectively activated by the letter string ‘Halle Berry. Such an
invariant pattern of activation goes beyond common visual features
of the different stimuli. As with the previous unit, the responses were
mainly localized between 300 and 600 ms after stimulus onset.
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Figure 2 | A single unit in the right anterior hippocampus that responds to

pictures of the actress Halle Berry (conventions as in Fig. 1).

a—c, Strikingly, this cell also responds to a drawing of her, to herself dressed
as Catwoman (a recent movie in which she played the lead role) and to the
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letter string ‘Halle Berry’ (picture no. 96). Such an invariant response cannot
be attributed to common visual features of the stimuli. This unit also had a
very low baseline firing rate (0.06 spikes). The area under the red curve in cis
0.99.
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Figure 2¢ shows the ROC curve for the pictures of Halle Berry (red
trace) and for 99 surrogates (grey lines). The area under the ROC
curve was 0.99, larger than that of the surrogates.

Figure 3 illustrates a multi-unit in the left anterior hippocampus
responding to pictures of the Sydney Opera House and the Baha’i
Temple. Because the patient identified both landmark buildings as
the Sydney Opera House, all these pictures were considered as a single
landmark building for the ROC analysis. This unit also responded to
the letter string ‘Sydney Opera’ (pictures no. 2 and 8) but not to other
letter strings, such as ‘Eiffel Tower’ (picture no. 1). More examples of
invariant responses are shown in the Supplementary Figs 2—11.

Out of the 132 responsive units, 51 (38.6%; 30 single units and 21
multi-units) showed invariance to a particular individual (38 units
responding to Jennifer Aniston, Halle Berry, Julia Roberts, Kobe
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Figure 3 | A multi-unit in the left anterior hippocampus that responds to
photographs of the Sydney Opera House and the Baha'i Temple
(conventions as in Fig. 1). a—c, The patient identified all pictures of both of
these buildings as the Sydney Opera, and we therefore considered them as a
single landmark. This unit also responded to the presentation of the letter
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Bryant, and so on), landmark building (6 units responding to the
Tower of Pisa, the Baha'i Temple and the Sydney Opera House),
animal (5 units responding to spiders, seals and horses) or object (2
units responding to specific food items), with P < 0.01 as defined
above by means of the surrogate tests. A one-way analysis of variance
(ANOVA) yielded similar results (see Methods). Eight of these units
(two single units and six multi-units) responded to two different
individuals (or to an individual and an object). Figure 4 presents the
distribution of the areas under the ROC curves for all 51 units that
showed an invariant representation to individuals or objects. The
areas ranged from 0.76 to 1.00, with a median of 0.94. These units
were located in the hippocampus (27 out of 60 responsive units;
45%), parahippocampal gyrus (11 out of 20 responsive units; 55%),
amygdala (8 out of 30 responsive units; 27%) and entorhinal cortex
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string ‘Sydney Opera’ (pictures no. 2 and 8), but not to other strings, such as
‘Eiffel Tower’ (picture no. 1). In contrast to the previous two figures, this unit
had a higher baseline firing rate (2.64 spikes). The area under the red curve
in ¢ is 0.97.
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(5 out of 22 responsive units; 23%). There were no clear differences in
the latencies and firing patterns among the different areas. However,
more data are needed before making a conclusive claim about
systematic differences between the various structures of the MTL.

As shown in Figs 2 and 3, one of the most extreme cases of an
abstract representation is the one given by responses to pictures of a
particular individual (or object) and to the presentation of the
corresponding letter string with its name. In 18 of the 21 testing
sessions we also tested responses to letter strings with the names of
the individuals and objects. Eight of the 132 responsive units (6.1%)
showed a selective response to an individual and its name (with no
response to other names). Six of these were in the hippocampus, one
was in the entorhinal cortex and one was in the amygdala.

These neuronal responses cannot be attributed to any particular
movement artefact, because selective responses started around
300 ms after image onset, whereas key presses occurred at 1s or
later, and neuronal responses were very selective. About one-third of
the responsive units had a response localized between 300 and
600 ms. This interval corresponds to the latency of event-related
responses correlated with the recognition of ‘oddball’ stimuli in scalp
electroencephalogram, namely, the P300 (ref. 16). Some studies
argue for a generation of the P300 in the hippocampal formation
and amygdala'”"®, consistent with our findings.

What are the common features that activate these neurons? Given
the great diversity of distinct images of a single individual (pencil
sketches, caricatures, letter strings, coloured photographs with
different backgrounds) that these cells can selectively respond to, it
is unlikely that this degree of invariance can be explained by a simple
set of metric features common to these images. Indeed, our data are
compatible with an abstract representation of the identity of the
individual or object shown. The existence of such high-level visual
responses in medial temporal lobe structures, usually considered to
be involved in long-term memory formation and consolidation,
should not be surprising given the following: (1) the known ana-
tomical connections between the higher stages of the visual hierarchy
in the ventral pathway and the MTL'?’; (2) the well-characterized
reactivity of the cortical stages feeding into the MTL to the sight of
faces, objects, or spatial scenes (as ascertained using functional
magnetic resonance imaging (fMRI) in humans*"** and electrophysi-
ology in monkeys>*”'"); and (3) the observation that any visual
percept that will be consciously remembered later on will have to be
represented in the hippocampal system® . This is true even though
patients with bilateral loss of parts of the MTL do not, in general,
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Figure 4 | Distribution of the area under the ROC curves for the 51 units
(out of 132 responsive units) showing an invariant representation. Of
these, 43 responded to a single individual or object and 8 to two individuals
or objects. The dashed vertical line marks the median of the distribution
(0.94).
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have a deficit in the perception of images®. Neurons in the MTL
might have a fundamental role in learning associations between
abstract representations®. Thus, our observed invariant responses
probably arise from experiencing very different pictures, words or
other visual stimuli in association with a given individual or object.

How neurons encode different percepts is one of the most intri-
guing questions in neuroscience. Two extreme hypotheses are
schemes based on the explicit representations by highly selective
(cardinal, gnostic or grandmother) neurons and schemes that rely on
an implicit representation over a very broad and distributed popu-
lation of neurons'**. In the latter case, recognition would require the
simultaneous activation of a large number of cells and therefore we
would expect each cell to respond to many pictures with similar basic
features. This is in contrast to the sparse firing we observe, because
most MTL cells do not respond to the great majority of images seen
by the patient. Furthermore, cells signal a particular individual or
object in an explicit manner?”, in the sense that the presence of the
individual can, in principle, be reliably decoded from a very small
number of neurons. We do not mean to imply the existence of single
neurons coding uniquely for discrete percepts for several reasons:
first, some of these units responded to pictures of more than one
individual or object; second, given the limited duration of our
recording sessions, we can only explore a tiny portion of stimulus
space; and third, the fact that we can discover in this short time some
images—such as photographs of Jennifer Aniston—that drive the
cells suggests that each cell might represent more than one class of
images. Yet, this subset of MTL cells is selectively activated by
different views of individuals, landmarks, animals or objects. This
is quite distinct from a completely distributed population code and
suggests a sparse, explicit and invariant encoding of visual percepts in
MTL. Such an abstract representation, in contrast to the metric
representation in the early stages of the visual pathway, might be
important in the storage of long-term memories. Other factors,
including emotional responses towards some images, could concei-
vably influence the neuronal activity as well. The responses of these
neurons are reminiscent of the behaviour of hippocampal place cells
in rodents® that only fire if the animal moves through a particular
spatial location, with the actual place field defined independently of
sensory cues. Notably, place cells have been found recently in the
human hippocampus as well®. Both classes of neurons—place cells
and the cells in the present study—have a very low baseline activity
and respond in a highly selective manner. Future research might
show that this similarity has functional implications, enabling
mammals to encode behaviourally important features of the environ-
ment and to transition between them, either in physical space orin a
more conceptual space'.

METHODS

The data in the present study come from 21 sessions in 8 patients with
pharmacologically intractable epilepsy (eight right handed; 3 male; 17—47 years
old). Extensive non-invasive monitoring did not yield concordant data corre-
sponding to a single resectable epileptogenic focus. Therefore, the patients were
implanted with chronic depth electrodes for 7-10 days to determine the seizure
focus for possible surgical resection'’. Here we report data from sites in the
hippocampus, amygdala, entorhinal cortex and parahippocampal gyrus. All
studies conformed to the guidelines of the Medical Institutional Review Board at
UCLA. The electrode locations were based exclusively on clinical criteria and
were verified by MRI or by computer tomography co-registered to preoperative
MRI. Each electrode probe had a total of nine micro-wires at its end", eight
active recording channels and one reference. The differential signal from the
micro-wires was amplified using a 64-channel Neuralynx system, filtered
between 1 and 9,000 Hz. We computed the power spectrum for every unit
after spike sorting. Units that showed evidence of line noise were excluded from
subsequent analysis'’. Signals were sampled at 28 kHz. Each recording session
lasted about 30 min.

Subjects lay in bed, facing a laptop computer. Each image covered about 1.5°
and was presented at the centre of the screen six times for 1s. The order of the
pictures was randomized. Subjects had to respond, after image offset, according
to whether the picture contained a human face or something else by pressing the
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Y’ and ‘N’ keys, respectively. This simple task, on which performance was
virtually flawless, required them to attend to the pictures. After the experiments,
patients gave feedback on whether they recognized the images or not. Pictures
included famous and unknown individuals, animals, landmarks and objects. We
tried to maximize the differences between pictures of the individuals (for
example, different clothing, size, point of view, and so on). In 18 of the 21
sessions, we also presented letter strings with names of individuals or objects.

The data from the screening sessions were rapidly processed to identify
responsive units and images. All pictures that elicited a response in the screening
session were included in the later testing sessions. Three to eight different views
of seven to twenty-three different individuals or objects were used in the testing
sessions with a mean of 88.6 images per session (range 70-110). Spike detection
and sorting was applied to the continuous recordings using a novel clustering
algorithm® (see Supplementary Information). The response to a picture was
defined as the median number of spikes across trials between 300 and 1,000 ms
after stimulus onset. Baseline activity was the average spike count for all pictures
between 1,000 and 300 ms before stimulus onset. A unit was considered
responsive if the activity to at least one picture fulfilled two criteria: (1) the
median number of spikes was larger than the average number of spikes for the
baseline plus 5s.d.; and (2) the median number of spikes was at least two.

The classification between single unit and multi-unit was done visually based
on the following: (1) the spike shape and its variance; (2) the ratio between the
spike peak value and the noise level; (3) the inter-spike interval distribution of
each cluster; and (4) the presence of a refractory period for the single units (that
is, less than 1% of spikes within less than 3 ms inter-spike interval).

Whenever a unit had a response to a given stimulus, we further analysed the
responses to other pictures of the same individual or object by a ROC analysis.
This tested whether cells responded selectively to pictures of a given individual.
The hit rate (y axis) was defined as the number of responses to the individual
divided by the total number of pictures of this individual. The false positive rate
(x axis) was defined as the number of responses to the other pictures divided by
the total number of other pictures. The ROC curve was obtained by gradually
lowering the threshold of the responses (the median number of spikes in Figs 1b,
2b and 3b). Starting with a very high threshold (no hits, no false positives, lower
left-hand corner in the ROC diagram), if a unit responds exclusively to an image
of a particular individual or object, the ROC curve will show a steep increase
when lowering the threshold (a hit rate of 1 and no false positives). If a unit
responds to a random selection of pictures, it will have a similar relative number
of hits and false positives and the ROC curve will fall along the diagonal. In the
first case, for a highly invariant unit, the area under the ROC curve will be close
to 1, whereas in the latter case it will be about 0.5. To evaluate the statistical
significance, we created 99 surrogate curves for each responsive unit, testing the
null hypothesis that the unit responded preferentially to n randomly chosen
pictures (with # being the number of pictures of the individual for which
invariance was tested). A unit was considered invariant to a certain individual or
object if the area under the ROC curve was larger than the area of all of the 99
surrogates (that is, with a confidence of P < 0.01). Alternatively, the ROC
analysis can be done with the single trial responses instead of the median
responses across trials. Here, responses to the trials corresponding to any picture
of the individual tested are considered as hits and responses to trials to other
pictures as false positives. This trial-by-trial analysis led to very similar results,
with 55 units of all 132 responsive units showing an invariant representation. A
one-way ANOVA also yielded similar results. In particular, we tested whether the
distribution of median firing rates for all responsive units showed a dependence
on the factor identity (that is, the individual, landmark or object shown). The
different views of each individual were the repeated measures. As with the ROC
analysis, an ANOVA test was performed on all responsive units. Overall, the
results were very similar to those obtained with the ROC analysis: of 132
responsive units, 49 had a significant effect for factor identity with P < 0.01,
compared to 51 units showing an invariant representation with the ROC
analysis. The ANOVA analysis, however, does not demonstrate that the invariant
responses were very selective, whereas the ROC analysis explicitly tests the
presence of an invariant as well as sparse representation.

Images were obtained from Corbis and Photorazzi, with licensed rights to
reproduce them in this paper and in the Supplementary Information.
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