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Abstract—At vehicular speeds, the contact time during which
a mobile node is in range of a fixed road side unit (RSU) is short.
While this is not an issue if the RSU only needs to deliver textual
information such as traffic updates, short contact times become
problematic when transmitting a large amount of information.
For instance, an RSU may need to deliver high volumes of
local navigation data for an augmented reality application, or
video material regarding tourist information of a nearby town.
Millimeter-wave (mm-Wave) communication is highly promising
for such scenarios since it provides order-of-magnitude larger
throughput than the existing technologies operating at lower
frequencies. However, the contact time in mm-Wave vehicular
scenarios becomes even shorter due to the directional nature of
the communication. This raises a fundamental question: can the
high throughput of mm-Wave make up for the reduction in the
contact time? In this paper, we analyze this trade-off and design a
first-of-its-kind practical mm-Wave vehicular testbed to evaluate
the resulting performance. Specifically, we consider alternative
locations for the RSU other than at the side of the road, such as
on top of a bridge or inside a roundabout. Moreover, we leverage
that the road implicitly determines the direction in which the
RSU expects a car to be located. This allows us to use fixed
beam-steering at both the car and the RSU, thus avoiding costly
beam-training. We validate our approach in real-world vehicular
scenarios with actual traffic in a mid-sized town in Spain. The
results show that our fixed beam-steering approach enables the
RSU to transmit large amounts of data in a very short amount
of time for a wide range of speeds. This allows us to provide
detailed insights into the aforementioned fundamental question
regarding the use of mm-Wave in vehicular scenarios.

I. INTRODUCTION

The amount of data generated and consumed in vehicular
scenarios has moved from lightweight textual information
(e.g., traffic updates) to vast multimedia and sensor data [1].
Existing vehicular network protocols such as IEEE 802.11p
only achieve up to 27 Mbps and thus do not provide enough
bandwidth to support such applications. To solve this bot-
tleneck, recent work suggests using millimeter-wave (mm-
Wave) bands [2], which can achieve multi-gigabit-per-second
performance. Moreover, it can be successfully combined with
other vehicular systems in that band such as radar [3]. The
key problem of communication in the mm-Wave band is that
at such frequencies attenuation is extremely high. As a result,
mm-Wave transceivers typically must use directional antennas
to overcome this effect. In highly mobile scenarios such as
vehicular networks, this poses a number of critical questions:

1) How can transceivers perform efficient beam-steering at
vehicular speeds such that they always reach each other?
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(b) RSU at 90◦.

Fig. 1: Vehicular mm-Wave communication toy scenario.

2) Where shall mm-Wave antennas be located on cars?
Since the car itself acts as a blockage at mm-Wave fre-
quencies, an antenna placed on one side cannot cover the
other side. A simple solution is to place the antenna on
a pole on top of the car but this would strongly disagree
with aesthetic considerations of car manufacturers, and
may cause safety, air resistance, and noise issues.

3) How wide shall the beamwidth of the mm-Wave anten-
nas on a car be? While narrow values allow for greater
range, this also requires more frequent beamsteering.

4) How much data can transceivers exchange in a mobile
scenario? Given the limited range at mm-Wave frequen-
cies and the directional nature of the communication,
the contact time between transceivers is likely short.

In this paper, we provide answers to the above questions in
practice using a first-of-its-kind mm-Wave vehicular testbed
operating in the 60 GHz band. Specifically, we consider an
infrastructure to vehicle scenario, where Road Side Units
(RSUs) transmit data to vehicles. This data includes contents
such as video material of nearby points of interest, live video
feeds of traffic at locations with low visibility (e.g., sharp
road bends), or infotainment services (e.g., delivery of large
data volumes requested by passengers). For this scenario, we
propose an approach that eliminates the use of beamsteering
by leveraging the characteristics of vehicular communications.
Given the fact that cars on a road always approach the RSU
from the same direction, one can estimate a suitable fix



antenna location, orientation, and beamwidth to maximize the
throughput within the short contact time. Fig. 1 depicts a toy
scenario of our approach on a one-way double-lane street.
Instead of using costly beam-training to point a narrow beam
towards the car as in Fig. 1a and then tracking its movement
until the location in Fig. 1b, we claim that using a fix antenna
configuration is a simple yet effective approach that achieves
high performance at a fraction of the system complexity. That
is, instead of tracking the movement of cars to provide a
continuous connection, we just deliver bursts of information
while a car is within the static beam of an RSU. With this
approach, we address all of the four aforementioned questions.
Specifically, our contributions are as follows:
• We propose a simple yet effective approach to select a

fixed antenna steering for multiple RSU scenarios such
as at the road side, on a bridge, and in a roundabout.

• We study the impact of antenna beamwidth in the above
RSU scenarios, and analytically optimize it.

• We address the impact of reflectors in vehicular scenarios,
such as the walls of buildings or cars parked nearby.

• We validate our approach in a practical vehicular testbed
operating at 60 GHz. Our results provide insights into
metrics such as throughput, signal-to-noise ratio (SNR),
bit error rate (BER), and packet error rate (PER).

The remainder of this paper is structured as follows. In
Section II, we review related work on mm-Wave vehicular
communications. Next, we describe and discuss our fixed beam
steering and antenna placement approach in Section III. We
then introduce our vehicular 60 GHz testbed in Section IV,
and present our experimental results in Section V. Finally, we
conclude the paper in Section VI.

II. RELATED WORK

While mm-Wave communication is envisioned to play a key
role in vehicular networks [1], [2], [4], related work in this
area is limited. The authors of [3] theoretically show that mm-
Wave 60 GHz communication using the 802.11ad standard is
a viable candidate for automotive radars [3]. However, they
do not analyze the performance of 802.11ad in a vehicular
setting but focus on how to use it for car detection. In fact,
the body of work on experimental analysis of mmWave is very
limited [5]–[11]. The majority of the work does not focus on
vehicular communication [5]–[8]. In [9] and [10], the authors
perform channel measurements in the 60 GHz band for links
within a car and from the car to a unit located outside. Both
consider static scenarios only, and thus only account for the
impact of the car structure on the communication. In contrast,
we analyze the influence of speed on crucial metrics such as
SNR, BER, and PER under real-world traffic conditions. Most
importantly, [9], [10] are limited to channel measurements.
That is, they do not take into account the effects of actual data
transmission involving, for instance, frame detection, coding,
and modulation. Recent work [11] studies these aspects for
mm-Wave mobile networks, including vehicular scenarios.
However, [11] focuses on the design of a frame structure for
cellular mm-Wave networks operating at 28 GHz. While the

authors develop and implement a real-time vehicular testbed,
they only carry out two basic experiments and do not consider
actual traffic. Moreover, they place the antenna on top of the
vehicle to prevent shadowing by the car itself. As discussed in
Section I, this is highly unrealistic. In contrast, we analyze the
impact of placing the antenna inside the vehicle, and perform
an extensive evaluation in multiple scenarios considering a
broad range of parameters. This sets our work apart from [11].

Beyond vehicular applications, research on mm-Wave com-
munication focuses on channel characterization. This is key
to understand whether networks operating in the mm-Wave
band are feasible. Transmission in the mm-Wave band is
shown to achieve multi-gigabit-per-second rates, and may thus
solve once and for all the capacity issue in cellular and WiFi
networks [7]. Studies in this area characterize and define the
mm-Wave communication link and transmission challenges,
respectively. One of those challenges is the high atmospheric
attenuation in the mm-Wave band. Related work thoroughly
studies the impact of climate on the quality of mm-Wave links
[12]–[14]. In [13], Hao et al. determine the multipath and time
varying channel behaviour of 38 GHz radio links for various
weather events and provide design guidelines to model a mm-
Wave wireless communication system. Further, [14] and [12]
also characterize the impact of climate on mm-Wave links
but focus on rainfall for 35 GHz and 60 GHz, respectively.
While we perform our vehicular measurement campaign under
good weather conditions only, recent practical work shows that
60 GHz links can operate reliably also in case of rain [15].

Related work also explores the unique features as well as the
vulnerability of directional mm-Wave links. For instance, Sur
et al. perform an in-depth indoor measurement characterizing
the coverage, bit-rate, beam steering impact, blockage, and
spatial reuse of 60 GHz links using a software-radio platform
[16]. Further, [5], [17]–[19] emphasize on the importance of
beam switching and alignment in face of signal degradation or
signal loss. These issues become critical with high mobility.
To address them, we leverage that cars typically follow pre-
dictable mobility patterns. The above work mostly conducts
measurements for propagation characterization in static and
quasi-static scenarios. In contrast, we focus on validating the
feasibility of exploiting high data rate transmissions within a
very short transmission time in highly mobile scenarios.

III. SYSTEM MODEL

In the following, we describe the RSU scenarios that
we consider in this paper. Moreover, we analytically study
the impact of the antenna steering angle and the antenna
beamwidth on the contact time. We define the contact time
as the time during which the RSU and the in-car-unit (ICU)
can exchange data. In this paper, we consider infrastructure
to vehicle communication, that is, the RSU is the transmitter
and the ICU is the receiver. The contact time among both is
directly related to the speed of the car and the distance that the
car travels within the beam of the transmitter. We model this
time based on geometric considerations for three RSU cases—
at the road side, on top of a bridge, and within a roundabout.



A. RSU at the Road Side
Our first scenario focuses on an RSU located at the road

side and pointing towards arriving traffic at an angle of θt,
as shown in Fig. 1a. For our model, we assume that the ICU
uses the same antenna configuration as the RSU, that is, it also
steers at an angle of θt. Next, we show how to select both
the transmit beamwidth at the RSU θrsu, and the direction of
transmission θt that result in the largest contact time. Let the
antenna beamwidth at the RSU be θrsu. The contact distance
between the RSU and ICU for 0◦ < θt < 90◦ is:

dc(θt, θrsu)= l

(
1

tan
(
90◦−θt − θrsu

2

)−tan

(
θt−

θrsu

2

))
, (1)

where l is the horizontal distance between the RSU and the
ICU. The contact time is directly related to the speed at which
the vehicle is driving vicu, and can be written as:

tc(θt, θrsu) =
dc(θt, θrsu)

vicu
. (2)

For θt = 90◦, as depicted in Fig. 1b, the contact time is:

tc(θt = 90◦, θrsu) =
2l tan

(
θrsu
2

)
vicu

. (3)

We do not consider angles θt > 90◦. This would mean
transmitting data to the car while it is moving away from
the RSU, which results in equivalent contact times compared
to the case when the car is moving towards the RSU. As
an example, we compare the contact time for θt = 45◦ and
θt = 90◦, similar to our toy scenario in Fig. 1. If the antenna
beamwidth at the RSU is θrsu = 20◦, we can easily compute
that the contact time for θt = 45◦ is more than twice that
of θt = 90◦. For a wider beamwidth such as θrsu = 80◦,
the benefit of using θt = 45◦ is even larger. Specifically,
tc(45

◦, θrsu) > 6 × tc(90
◦, θrsu). However, while a wider

beamwidth may provide a longer contact time, it may also
result in lower transmit rates since the antenna gain typically
decreases with the antenna beamwidth. Thus, we formulate the
optimal θ∗t and θ∗rsu which jointly maximize the contact time
and the transmission rate Rm(θt, θrsu) between the transmitter
and the RSU as in Eq. 4.

θ∗t , θ
∗
rsu = arg max

θt,θrsu
tc(θt, θrsu)Rm(θt, θrsu) (4)

Placing the RSU at the road side can result in reflections, as
shown in Fig. 2. For instance, a row of parked cars can result
in the signal reaching an arriving car even before the car enters
the direct beam of the RSU. As a result, the car would receive
the signal in two bursts—the first one when crossing the
reflection and the second one when crossing the direct beam.
This increases the contact time and may thus be beneficial in
some scenarios. In our evaluation in Section V, we analyze
in practice whether such a case is possible. However, we do
not model this case analytically since it involves elements
which are out of control of the network operator, such as
the location of parked cars. While the operator could place
dedicated reflectors at the road side to achieve this effect, we
consider this to be out of scope of this paper.
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Fig. 2: Car reflection case. The row of cars are parked cars.
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Fig. 3: RSU located at the top of a bridge.

B. RSU on Top of a Bridge

Our second scenario considers an RSU located at the top of
a bridge. The benefit of this location is that cars on the road
cannot cause blockage. For instance, in Fig. 1, a car driving on
the right line would block the signal from the car driving on
the left. In contrast, if the signal reaches the cars from above,
all of them can receive it. While this may not hold in case of a
car driving closely behind a large truck, this case is rare if all
vehicles maintain a safe following distance. Further, the bridge
scenario limits the impact of reflections. While reflections can
be beneficial (c.f. Fig. 2), they may also cause interference.

As shown in Fig. 3, we can compute the contact time
equivalently to the case in Eq. 1. To this end, we only need
to translate the angles from the horizontal plane to a vertical
plane. In Fig. 3, θt represents the elevation angle of the RSU
and the ICU. Hence, the joint optimization of the elevation
angle and the transmit beamwidth is obtained as in Eq. 4.

C. RSU within a Roundabout

In our third scenario, we study the placement of the RSU
within a roundabout. The benefit in this case is that cars must
slow down when driving in a roundabout, which increases the
contact time. In particular, we place the RSU at the center of
the roundabout and consider an omni-directional antenna to
provide coverage in all directions. To compensate for the low
gain of the omni-directional antenna, the car can use a highly
directional receive antenna. In contrast to our other scenarios,
this poses no limitation due to the geometry of the roundabout
scenario—a narrow beamwidth does not reduce the contact
time since the receive antenna is simply pointing towards the
center of the roundabout. Given a roundabout of radius r, the
contact distance is computed as in Eq. 5.

dc(θrsu) = 2πr

(
θrsu

360◦

)
(5)



IV. VEHICULAR 60 GHZ TESTBED

Our 60 GHz software-defined radio (SDR) testbed allows
us to obtain low-layer information such as BER, PER, and
SNR. In contrast, related work using commercial hardware
can only obtain high-layer information such as throughput. We
customize a mm-Wave packet communication system based
on GNU Radio and developed at RWTH Aachen [20]. We use
this code along with a USRP X310 to generate a stream of
4-QAM modulated data. This data is sent to an external up-
converter for transmission in the 60 GHz band. At the ICU, the
receiver continuously listens to the channel. After a signal is
detected, the receiver performs carrier-frequency offset (CFO)
compensation, and decodes the signal. In order to differentiate
between packets that are lost due to blockage and those that
are received with errors, we do not discard packets that do
not pass the cyclic redundancy check (CRC). Hence, missing
packets are due to blockage. Moreover, we tag each frame with
a unique identifier. This allows us to compare the received and
the transmitted data to compute the BER for each frame.

A. Metrics

We define the following metrics to better illustrate and ana-
lyze the performance of mm-Wave vehicular communication:
• Receive time: Period of time during which the receiver

gets packets, regardless whether they contain bit errors.
• Contact time: Period of time during which the receiver is

able to receive correct packets, that is, without bit errors.
In addition, we provide results for throughput, SNR, BER,

and PER. Our current setup only supports 5 MHz bandwidth.
Thus, we scale our results to 2 GHz, as defined in 802.11ad.

B. RSU Setup

The RSU (c.f. Fig. 4) consists of a desktop PC, a USRP
X310, and a SiversIMA FC1005V/00 60 GHz up-converter.
The computer generates the baseband signal, and sends it to
the USRP via Gigabit-Ethernet. The USRP upconverts the
signal to an intermediate frequency (IF) of 1.6 GHz that is
then fed to the SiversIMA to be upconverted and transmitted
in the 60 GHz band. To transmit the signal, we use either a
horn antenna (7◦, 20◦, or 80◦), or an omni-directional antenna.

C. ICU Setup

The ICU is comprised of the same elements as the RSU,
and is placed on the front passenger seat of a BMW 3-Series
car. We receive the incoming signal with a horn-antenna (7◦,
20◦, or 80◦) attached to a SiversIMA FC1005V/00 converter.
We feed the output of the converter to a USRP X310, which
in turn sends the baseband signal to a laptop computer. To
power all of these devices in the car, we use an additional car
battery connected to a power converter that provides a regular
alternate current power supply. Fig. 5 depicts our car setup.

D. Location

We temporarily installed the RSU at multiple locations in
the city of Leganés, Spain. All experiments were carried out
under real traffic conditions at the beginning of August 2016.

60 GHz Converter

USRP

PC

Fig. 4: RSU setup in the bridge scenario.

60 GHz Converter

Battery

Straps for
stability

USRP

Surge-protected
extension

BMW 3-Series

Fig. 5: ICU from outside (left) and inside (right) the car.

V. RESULTS

In this section, we present the results obtained from our
vehicular 60 GHz testbed described in Section IV. We consider
the three scenarios described in Section III, namely, at the road
side, on top of a bridge, and within a roundabout. Additionally,
we consider a static case in which we analyze whether the
60 GHz signal can penetrate through one or more cars parked
side by side. This allows us to assess the impact of blockage
among cars driving in parallel lanes on, e.g., a freeway.

A. RSU at the Road Side

For our first experiment, we place the RSU next to a
pedestrian crossing on a double lane road. We point the
antenna of the RSU at θt = 45◦, and the antenna of the
ICU at θt = 0◦. That is, the RSU points towards the cars
approaching the pedestrian crossing, and the ICU points in
the direction of the car movement. We set both θt to different
values since the car structure blocks the signal if we set the
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Fig. 6: Road Side Scenario. Average contact time, BER, and throughput out of multiple experiment repetitions.

ICU at 45◦ (c.f. Fig. 5). We measure performance for three
different speeds (10 km/h, 30 km/h, and 50 km/h) and for
three different antenna beamwidths (7◦, 20◦, and 80◦). For
each experiment, we use the same beamwidth at the RSU and
at the ICU. Further, we drive the car on the right lane of the
double lane road to avoid disturbing traffic, in particular when
driving at 10 km/h only.

Fig. 6 depicts our results in terms of contact time, BER, and
throughput for this scenario. As discussed in Section III, the
contact time decreases with speed—the faster the car, the less
time the transmit and the receive beams are aligned. However,
we observe that the antenna beamwidth plays a significant
role in this case. While the contact time increases as expected
when switching from 7◦ to 20◦, it decreases again for 80◦. The
underlying reason is related to the antenna gains. Although the
80◦ antenna covers a wide angle, it has less gain than the more
directive 20◦. For the data transmission to start, the car must
be much closer to the RSU for 80◦ than for 20◦, resulting
in a much shorter contact time. This difference in terms of
gain and directivity also impacts the BER and PER. For 7◦,
the narrow beamwidth only allows communication when the
car is close to the RSU. Moreover, the high gain ensures
that the signal reaches the ICU with high signal strength.
As a result, we did not observe any packet errors in our 7◦

experiments. Accordingly, the BER in Fig. 6 increases the
wider the beamwidth. Apparently, the BER decreases as the
speed increases. However, the faster the car, the less packets
are received, and thus the lower the probability that we observe
bit errors, even if the BER is the same. Further, the better
performance in terms of BER of narrow beamwidths translates
into the 7◦ antenna achieving a higher throughput than the 20◦

and 80◦ antennas. The maximum throughput indicated with a
line in Fig. 6 is given by the speed of the computers running
GNU Radio at the RSU and ICU (c.f. Section IV), and is thus
not an intrinsic limitation of our scenario. The slightly higher
throughput of the 80◦ case compared to the 20◦ case suggests
that the former is able to transmit more packets than the latter
when the car is very close to the RSU due to its wider angle.

Next, we study the distribution of SNRs in Fig. 7. We
observe that SNRs are mostly in the range from 15 dB to
20 dB. However, the higher the speed, the lower the SNRs. The
reason for this behavior is that the road where we performed
this experiment has bumps to force cars to slow down. As a
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result, the antenna at the ICU bounced vertically at each bump,
resulting in SNR fluctuations. We validate this observation
in Section V-B, which considers a road without bumps and
results in more stable SNRs. The results also show that the
wider the beamwidth, the larger the variance of SNRs. This is
expected in this scenario, since the wider the beam, the larger
the coverage area of the RSU (c.f. Fig. 1). Thus, the ICU starts
receiving data at a larger distance as it approaches the RSU,
which inevitably results in lower SNRs.

Finally, in Fig. 8, we compare the performance of our
60 GHz fixed beamsteering approach to legacy 802.11p-like
WiFi. For WiFi, we assume a circular range of 100 meters and
a fixed rate of 27 Mbps [1]. The key benefit of WiFi is that
the ICU can communicate with the RSU as long as it is within
its range, that is, also after the car has passed by the RSU. As
discussed above, the throughput in our testbed is limited due
to hardware constraints. Hence, for the comparison in Fig. 8
we extrapolate our results in Fig. 6 assuming a maximum
throughput of 900 Mbps, which is easily achievable with
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commercial 60 GHz hardware [18]. Although the contact time
for our 60 GHz approach is much shorter than for legacy WiFi,
Fig. 8 shows that we achieve higher throughput. Interestingly,
this only holds for narrow beamwidths. Hence, we conclude
that short but very high throughput transmissions are more
beneficial than long but low throughput alternatives. In other
words, short contact times are not necessarily a limitation.

B. RSU on Top of a Bridge

In our second experiment, we place the RSU on top of a
bridge crossing a two lane road (c.f. Fig. 4). We set θt = 45◦ at
both the RSU and the ICU. That is, the RSU points at an angle
of 45◦ down to the road, and the ICU points at an angle of 45◦

up to the bridge through the windshield of the car. The road
allows for higher speed than our location in Section V-A, and
thus we measure performance for 30 km/h, 50 km/h, 70 km/h,
and 110 km/h. Regarding beamwidths, we consider again 7◦,
20◦, and 80◦ antennas, using the same for RSU and ICU.

We expect to achieve higher contact times in our bridge
scenario compared to the road side case, since the elevated
position of the RSU allows to start the communication much
earlier. Indeed, Fig. 9 shows that the contact time for the
bridge case is more than double than that in Section V-A for
both 30 km/h and 50 km/h. Further, the relative difference
between the overall communication time and the actual contact
time is less. The former is the time interval from the first
to the last packet, including any communication gaps due to,
e.g., antenna misalignments. That is, the communication is
significantly more stable in the bridge scenario than in the
road side case. This is partially related to the lack of bumps, as
discussed earlier. Moreover, we observe that in both scenarios
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the difference between the receive time and the contact time is
minimal, which means that our receiver successfully decodes
most of the packets that it receives during the experiment.

The larger contact time naturally increases the amount of
data that the RSU can transmit compared to the road side case,
as shown in Fig. 10 compared to Fig. 8. This also increases
the gain of our 60 GHz approach compared to a legacy WiFi
system, delivering up to 11× more data to the ICU despite the
directionality of the communication. However, in contrast to
the road side scenario, in this case an intermediate beamwidth
of 20◦ delivers the most data. Intuitively, this occurs because
the increase in contact time when switching from a 7◦ to a
20◦ antenna is much larger from the top of a bridge than from
the road side. In terms of the equations in Section III, the
underlying reason is that parameter l is significantly larger in
the bridge case than in the road side case. As a result, the
benefit of transmitting for a longer period of time outbalances
the benefit of using the narrower 7◦ antenna.

Next, we compare the impact of the road bumps in the
road side scenario with the even road in the bridge case. In
Fig. 11 we depict the distribution of the communication gaps
during the overall communication time. Such gaps occur when
antennas are temporarily misaligned due to, e.g., a bump. We
observe that the gaps for the road side scenario are typically
larger than for the bridge case. In particular, the maximum gap
length is significantly larger in the road side case. Further, in
Fig. 12 we depict the SNR fluctuations during one contact time
for different speed and antenna beamwidth settings in both
scenarios. We observe that the even bridge case is significantly
more stable than the road with bumps, in-line with our earlier
results. Most interestingly, fluctuations become smoother for
the 80◦ antenna compared to the 20◦ case. Since the beam is
wider in the former case, shakiness has less influence.

C. RSU within a Roundabout

Our third experiment considers an RSU placed at the center
of a roundabout. We use an omni-directional antenna at the
RSU, and 7◦, 20◦, and 80◦ horn antennas at the ICU. We place
the ICU on the passenger seat but point it to the window on
the driver’s side, such that it points towards the RSU when the
car is in the roundabout. Thus, the driver is seated between the
RSU and the ICU. However, the transmitter is slightly closer
to the windshield than the head of the driver. As a result, we
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did not observe any noticeable blockage. In our experiments,
the speed inside the roundabout is limited to roughly 30 km/h.

Intuitively, we expected the contact time to be independent
of the beamwidth (c.f. Section III-C). However, Fig. 13 shows
that this does not fully hold. In particular, the contact time of
the 80◦ antenna is much lower than for 7◦ and 20◦. This is
most likely due to the low gain of the 80◦ antenna, and the
uneven radiation pattern of the omni-directional antenna. That
is, the contact time for the 80◦ case is lower because the RSU
often cannot reach the ICU due to path loss. The ICU only
receives data when the car is driving through a roundabout
section in which the omni-directional antenna has a peak of its
radiation pattern. Our measurement logs reflect this behavior.
Those logs also show that the 7◦ antenna looses connection
earlier than the 20◦ when leaving the roundabout, yielding
the shorter connection time in Fig. 13. As a result, the 20◦

antenna has slightly higher SNR, resulting thus in the highest
throughput. Hence, we conclude that antenna beamwidth does
play a role also in the roundabout case. Fig. 14 depicts the
SNR distribution for all antennas, which clearly shows the
aforementioned strong difference in terms of SNR of the 7◦

and 20◦ cases compared to the 80◦ antenna. This also results
in a more frequent communication gaps for the 80◦ case (c.f.
Fig. 14). Interestingly, the number of gaps is in general much
higher than for other scenarios such as the road side case. This
is probably due to the partial shadowing caused by the plants
located inside the roundabout for decoration.

Additionally, we study the performance when placing the
RSU outside the roundabout, pointing towards the center. In
this case, we use a wide 80◦ antenna for transmission in order
to cover as much area as possible of the roundabout. The
antenna of the ICU is pointing at θt = 90◦, that is, through the
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passenger seat window. Hence, we expected to receive packets
only when the car was passing next to the RSU. However,
Fig. 15 shows that we also received packets when the car was
at the opposite side of the roundabout. The underlying reason
is that the signal reflected off a concrete wall at the other side
of the roundabout, allowing the receiver to decode data via a
reflected path. Hence, we conclude that reflections of nearby
objects along the road can play a significant role.

D. Road Side Reflections

To get more insights on the impact of reflections, we
consider a scenario as in Fig. 2. We place the RSU at the side
of a residential single-lane road, and point it towards a parked
car. At the ICU, we point the antenna towards the direction
from which we expect to receive the reflection. We then drive
at 20 km/h along the road until passing the RSU location.

Fig. 16 shows that the ICU is able to decode a significant
number of packets as we drive past the reflected signal. After
the main reflected burst is over, we often observe a few isolated
packets. During our measurements, we confirmed that those
isolated packets stem from the direct path that the car crosses
after crossing the reflected path (c.f. Fig. 2). The number of
packets for that second burst is very low since the ICU is
pointing towards the row of parked cars. As expected, the
length of the main burst increases with the antenna beamwidth,
since the reflected path becomes wider. Still, the actual number
of received packets is largest for the 20◦ antenna since it
provides both a significant beamwidth and relatively high gain.

E. Car Blockage

Finally, we measure the PER in a static scenario for
transmission at different heights through two and three cars
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parked in parallel. Fig. 17 shows our results. As expected, we
observe generally a higher PER for the case of three cars than
for two cars only. Moreover, extreme cases with PER = 1
occur when the receiver is low, that is, when the signal would
have to traverse the whole car body. Higher heights result in
lower PER since the path is mostly blocked by window glass
only. Wider beamwidths tend to yield better results since more
reflective paths become feasible. However, the reduced antenna
gain occasionally results in very high PER values. In contrast,
the 7◦ antenna is never entirely blocked but tends to yield
non-zero PER values. We conclude that transmission through
parallel cars is feasible but can easily result in link loss.

VI. CONCLUSIONS

We present a simple yet effective scheme to deal with
the need for directional communication in mm-Wave infras-
tructure to vehicle networks. We exploit the fact that the
road geometry and the arrival direction of cars are known in
vehicular scenarios in order to compute fixed beamsteering and
beamwidth angles that are suitable for the average case. Hence,
no costly beam training is needed for each car approaching an
RSU. We build a first-of-its-kind SDR-based practical vehic-
ular testbed that enables 60 GHz packet-level transmissions.
Using this testbed, we show that our aforementioned approach
is feasible and yields significant throughput gains compared
to legacy 802.11p-based systems. We conclude that the high
throughput in the 60 GHz band compensates for the short
contact times resulting from directionality. This paves the way
for 60 GHz vehicular networks.
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