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ABSTRACT

In a large-scale distributed infrastructure, users and admin-
istrators typically desire to perform on-demand operations
that act upon the most up-to-date state of the infrastruc-
ture. These on-demand operations range from monitoring
the up-to-date machine properties in the infrastructure, to
making Grid scheduling decisions for different tasks based
on the current status of the infrastructure. However, the
scale and dynamism present in the operating environment
make it challenging to support these operations efficiently.

This paper discusses several on-demand operations that we
have been studying, challenges associated with them, and
how to meet the challenges. Specifically, we build techniques
for 1) on-demand group monitoring that allows users and ad-
ministrators of an infrastructure to query and aggregate the
up-to-date state of the machines (e.g., CPU utilization) in
a group or multiple groups, 2) an on-demand Grid schedul-
ing strategy that makes scheduling decisions based on the
current availability of compute nodes, 3) an on-demand Grid
computation strategy that chooses the best algorithm for the
current input data set among multiple algorithms available.
We also present our ongoing work.

1. INTRODUCTION

The success of the Internet has brought to us the daily use
of large-scale distributed infrastructures. Typical web users
interact with data centers daily using web-based applica-
tions. Scientific communities utilize various computational
Grids to perform their experiments. Moreover, the promises
of “cloud computing” initiatives by industry leaders and aca-
demics such as the Cloud Computing Testbed at University
of Illinois [6], Amazon [1], Google [10], and IBM [11], and
HP [12] evidence that this trend will likely continue for the
years to come.

We believe that one important class of operations in these
large-scale infrastructures is on-demand operations, necessi-
tated either by the need from users and administrators of the

infrastructures or by the characteristics of workloads run-
ning on the infrastructures. Broadly, on-demand operations
are the operations that act upon the most up-to-date state
of the infrastructure. For example, a data center adminis-
trator typically desires to have on-demand monitoring capa-
bility for the data center. This capability of querying the
up-to-date state (e.g., CPU utilization, software versions,
etc) of the entire data center on-demand allows the admin-
istrator to understand the innerworking of the data center
for troubleshooting as well as to make well-informed deci-
sions for management tasks such as capacity planning and
patch management. Another example is on-demand schedul-
ing in computational Grids, where scheduling decisions often
need to reflect the most current resource availability such as
the availability of compute nodes. Thus, supporting these
on-demand operations efficiently is both desirable and nec-
essary.

The challenges in supporting such operations can be catego-
rized into two areas - scale and dynamism - and each chal-
lenge appears in a variety of flavors unique to the specific
on-demand operation at hand. For example, in the case of
on-demand monitoring, scale comes not only from the phys-
ical number of machines in the infrastructure, but also from
the number of attributes to monitor, and in the case of on-
demand scheduling, from the number of tasks to process.
Dynamism comes not only from the failures of services and
machines, but also from the changes in resource availability,
usage, workload, etc.

In this paper, we briefly examine some of our work on design
and implementation of on-demand operations. We discuss
some examples of on-demand operations, different kinds of
dynamism and scale associated with them, and how to ad-
dress the challenges. We also discuss our ongoing work.

We believe that exploring on-demand operations reveals the
many faces of dynamism and scale present in large-scale in-
frastructures. By doing so, we can revisit well-known as-
pects of dynamism and scale, and also uncover new aspects
of the two characteristics that were previously overlooked.
Ultimately, the collective knowledge accumulated from this
exploration can form the basis of reasoning when designing
new large-scale infrastructures or services.

2. OURWORK SO FAR

In this section, we present a brief summary of on-demand
operations that we have been working on.



2.1 On-Demand Group Monitoring

Several distributed aggregation systems have been proposed
in the past, in order to monitor large-scale infrastructures
such as data centers [26, 31, 23]. These systems provide
a query interface for aggregating machine properties such
as memory utilization, CPU utilization, etc. Aggregation
queries play a key role as the summary view of the infras-
tructure often yields more insights than the individual view
of each machine.

We argue that such a monitoring system should be 1) group-
based, as users and administrators typically desire to moni-
tor groups of machines - these groups are specified implicitly
and could be either static (e.g., web servers, databases, etc)
or dynamic (e.g., machines with CPU utilization > 50%),
and 2) on-demand, as the users should be able to query the
most up-to-date data within a group. Although previous
systems have developed techniques to support aggregation
queries, they target “global” aggregation; each machine in
the whole infrastructure receives and answers every aggre-
gation query, wasting bandwidth if a query actually targets
only a group of machines. There is currently no distributed
technique for aggregating data from a group (or multiple
groups) in a bandwidth-efficient manner without contacting
all machines in the infrastructure.

This on-demand group aggregation adds a new dimension
to the challenges of scale with respect to the number of ma-
chines and the number of attributes to monitor - the number
of groups. This new dimension has been recognized in the
context of multicast [3]. However, since aggregation em-
ploys different techniques such as in-network processing, we
need a solution that is tailored towards the harmony with
aggregation techniques.

We have built a system called Moara that builds per-group
aggregation trees to address these challenges [19]. Moara
builds a group tree that spans over the members of the
group, so that each query does not have to flood the whole
infrastructure as some global aggregation schemes do. Ag-
gregation is also done over the group tree, resulting in a
faster query response time than global aggregation schemes.
In addition, multiple groups can share one tree to ensure
scalability in terms of the number of groups.

The challenge of dynamism comes from two sources, group
churn and workload. To be more specific, the size and com-
position of each group can change over time due to joining
and leaving of machines as well as changes in the attribute-
value space. In addition, a user may need to aggregate data
from different groups at different times, so we can expect
that the query rate and target might vary significantly over
time. Thus, a group aggregation system has to be adaptive
to the group churn and changes in the user workload.

This dynamism in group and workload poses an interesting
trade-off in terms of bandwidth usage. On the one hand,
we can save per-query bandwidth cost by utilizing group
trees. However, group churn requires us to maintain each
group tree, which costs bandwidth. Thus, if the query rate is
high enough for a group tree, it might be better to maintain
the group tree to save per-query bandwidth. However, if
the group churn rate is high, it might be better to flood

each query and not maintain the group tree, because the
maintenance cost might be too high.

Considering this trade-off, Moara includes a distributed main-
tenance protocol adaptive to the current group query rate
and group churn rate. Our experiments have shown that
Moara reduces bandwidth usage compared to both the scheme
that floods the whole infrastructure and the scheme that
maintains group trees all the time.

Moara, as any distributed system subjected to dynamism in
the environment, suffers from the CAP dilemma [4], which
states that it is difficult to provide both strong consistency
guarantees and high availability in failure-prone distributed
settings. Moara treads this dilemma by preferring to pro-
vide high availability and scalability, while providing even-
tual consistency guarantees on aggregation results. This phi-
losophy is in line with that of existing aggregation systems
such as Astrolabe [26] and SDIMS [31]. Moara could also
allow the use of metrics proposed by Jain et al. [15, 16] in
order to track the imprecision of the query results.

2.2 On-Demand Scheduling

The current trend in both academia and industry shows that
the workload is being shifted from computation-oriented tasks
to data-intensive tasks in computational Grids. Many sci-
entific communities such as Astronomy, Earth Science, and
Biophysics already write data-intensive applications that ac-
cess and generate multi-TB data [25]. Also, NSF has an-
nounced CluE initiative [7] to explore data-intensive com-
puting with HP, Intel, and Yahoo’s Cloud Computing Testbed
as well as Google-IBM clusters.

We argue that any scheduling algorithm for data-intensive
tasks has to be on-demand, i.e., it has to make scheduling
decisions based on the most up-to-date state such as the
availability of compute nodes (or “workers”) and the char-
acteristics of the current input data, due to the dynamism
present in the environment. We have developed scheduling
algorithms that address the dynamism of resources [18] and
the dynamism of workload [17]. We elaborate each further
below.

First, we have developed a series of on-demand worker-centric
scheduling algorithms for data-intensive tasks [18], which
considers the availability of workers as the primary crite-
rion. Our algorithms make a scheduling decision for a task
to a worker only when the worker can start executing the
task immediately. We term this worker-centric scheduling as
opposed to task-centric scheduling (e.g., [29, 5, 25]), where
a scheduler assigns a task to a worker without considering
whether or not the worker can start executing the task im-
mediately after the task assignment.

Worker-centric scheduling is important because it avoids two
inherent problems of task-centric scheduling. First, task-
centric scheduling might overload some workers with tasks,
because the scheduler is agnostic to the number of tasks
already assigned to each worker. Second, conditions at a
worker during scheduling time of a task may be different
from the conditions at the worker during execution of the
task, because each task usually waits in the worker’s task
queue for a while. Worker-centric scheduling avoids these



two problems, since each worker executes the newly-assigned
task immediately. Our experiments show that the proposed
worker-centric algorithms can achieve utilization of workers
more than 90%, and outperform the state-of-the-art task-
centric algorithm roughly up to 20% in terms of task com-
pletion time.

Second, in order to address the dynamism in the input work-
load, we have developed a system called HoneyAdapt, a
peer-to-peer system for workers to choose the best algorithm
on-demand as the input data changes [17]. This is possible
since often times there are multiple algorithms that perform
differently depending on the input data. For example, there
are many sorting algorithms (e.g., quick sort, bubble sort,
etc) that perform differently depending on how the given
input data is organized. Our technique is based on the for-
aging behavior of honeybees that choose the best quality
honey among multiple sources adaptively. Our experiments
with sorting algorithms show that our technique can roughly
achieve up to 40% reduction in sorting time.

3. RELATED WORK

On-Demand Monitoring:. MON [20] is among the first
systems that support on-demand operations for large-scale
infrastructures. It supports propagation of one-shot man-
agement commands. In PlanetLab, there are other man-
agement tools that support on-demand operations, such as
vxargs and PSSH [24]. Most commercial monitoring and
management systems such as HP OpenView, IBM Tivoli,
and CA Unicenter are also centralized in nature. Thus, these
tools do not address scalability and expressive queries simul-
taneously.

Several academic efforts propose distributed systems for ag-
gregating data in large systems. Astrolabe [26] provides a
generic aggregation abstraction, but uses a single static tree
and hence has limited scalability with the number of met-
rics. SDIMS [31] constructs multiple trees for scalability
with the number of metrics, but assumes a single group
of the entire system. PIER [13] supports recursive SQL-
style queries, but does not leverage in-network aggregation.
Huebsch et al. [14] present a way to optimize global aggre-
gation queries, while Moara optimizes multiple group-based
aggregation trees. Seaweed [23] focuses on dealing with
data unavailability, which is different from Moara’s focus.
MON [20] supports one-shot queries and constructs query
trees on-demand, but does not support expressive queries.
Finally, Ganglia [21] uses a single hierarchical tree, but col-
lects all data without in-network aggregation.

On-Demand Scheduling:. Spatial Clustering [22] creates
a task workflow based on the spatial relationship of files in
the input data set. It improves data reuse and diminishes
file transfers by clustering together tasks with high input-set
overlap. Tasks in a cluster are then assigned to workers that
sit on a same site. The great reduction in file transfers causes
an important decrease in execution time. Two drawbacks to
this approach are that (1) it cannot handle new jobs arriving
asynchronously and (2) it is application specific.

Storage Affinity [29] also addresses file reuse for data-intensive

applications. The algorithm computes a data affinity value
for each task, for each site, according to the input set of each
task and the data currently stored at a site’s networked stor-
age. In this way it finds the task+site pair with largest data
affinity (common bytes), which is chosen as the next sched-
ule. To address inefficient CPU assignments, they propose
replicating tasks, also based on the storage affinity. The
algorithm shows improved makespan and good data reuse,
specially when compared to the XSufferage [5] scheduling
heuristic.

Decoupling data scheduling from task scheduling was pro-
posed by Ranganathan et al. [25]. The work evaluates four
simple task scheduling mechanisms and three simple data
scheduling mechanisms. Best results are obtained when a
task is scheduled to a site that has a good part of its input
data already in place, combined with proactive replication
of a popular input data-set to a random/least-loaded site.
Note that execution time improves with the data replication
schemes due to the data set popularity distribution, which
was set to be geometric —not all grid applications will have
the same characteristic.

A few Grid scheduling algorithms can be considered as on-
demand scheduling since they make scheduling decisions based
on the current status of the Grid. Examples include a pull-
based scheduler proposed by Viswanathan et al. [30] and
theoretical work by Rosenberg et al. [27, 28].

4. ONGOING WORK AND CONCLUSION

We are currently working on a new on-demand operation
and continuing to improve our current systems.

e On-Demand Log Processing: On-demand log pro-
cessing refers to the ability of processing the most
up-to-date log entries that are distributed. Although
there are many applications that generate and process
logs [2, 9, 8, 32]), the approaches are typically cen-
tralized. Every log is collected from the machine that
generates the log, and then processed by a central-
ized algorithm. This centralized approach limit the
capability of on-demand processing of logs because of
the time involved in collection. We are working on a
distributed approach that tries to minimize the over-
all processing time by intelligently deciding the timing
and the number of log entries to ship.

e State Management for Moara: Since Moara main-
tains many states related to groups, it is important
to have a mechanism to garbage-collect these states.
We are investigating several policies for this purpose.
Some possibilities include: 1) to garbage-collect each
state after a timeout expires, 2) to keep only the last
k groups queried, and 3) to garbage-collect the least
frequently queried group.

e Incorporating Grid Scheduling Algorithms into
Cloud Computing Testbed (CCT): We are also
working to incorporate our HoneyAdapt and schedul-
ing strategies into CCT.

In conclusion, we believe that on-demand operations reveal
various aspects of dynamism and scale of large-scale infras-



tructures such as data centers. Thus, supporting on-demand
operations are necessary not only from the perspective of
users and administrators, but also from the perspective of
designers and architects of the infrastructure and services
running over them.
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